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Abstract
We use United States detailed natality data for 1991-2018 to investigate county-level
geographic disparities in the use of C-section. We document time trends in C-section
use, geographic variation in usage across low- and high C-section risk mothers across
time, how geographic variation in C-section correlates with geographic variation in
Medicare spending, and how the geographic variation in C-sections corresponds to
geographic variation in outcomes. Among first-birth mothers, geographic disparities in C-section usage exhibit considerable persistence over time. A county’s Csection rate is positively correlated with its level of Medicare spending. C-section
usage among counties is correlated across risk types —with high C-section counties
performing more C-sections for high-risk mothers and low-risk first-birth mothers.
Across the range of C-section propensities, mothers giving birth in high C-section
counties fare the best in terms of lower rates of maternal and infant morbidity.
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Introduction

C-section is the most common surgical procedure performed in the United States. A
medical provider may deliver an infant via C-section if the circumstances surrounding
birth are believed to lead to adverse outcomes for the mother and/or the infant. Leading conditions precipitating the use of C-section include stalled labor, distressed infant,
breech birth, multiple birth pregnancy, placenta previa, and prolapsed umbilical cord
along with a previous pregnancy delivery via C-section.1 However, a C-section is not
without potential risks; C-section delivery is associated with higher rates of maternal
morbidity and infant mortality (e.g., Bodner et al. (2011); Xie et al. (2015)).
Not surprisingly since the decision to proceed with a C-section is subject to considerable discretion, rates of C-section vary widely across geographies. In 2018, the 95th
percentile of county C-section rates was 39.1% whereas the 5th percentile of county
C-section rates was 24.4%. This variation has come under much scrutiny with many
suggesting that the dispersion is indicative of overuse. In response, the Centers for Disease Control & Prevention’s public health goals, Healthy People 2030, includes a goal of
reducing rates of C-section for low-risk first-births to 23.6%.2 In California, the California Health Care Foundation in cooperation with the Robert Wood Johnson Foundation
funded an initiative to reduce unnecessary C-sections through the provision of transparent hospital performance metrics and decision aids to providers.3
The overall objective of this study is to delve further into understanding geographic
disparities in C-section usage in the United States. We use 1991 to 2018 United States
Detailed Natality data which cover the universe of births. We are guided by the following
questions, which have yet to be answered in this literature:

1
See https://www.mayoclinic.org/tests-procedures/c-section/about/pac-20393655. Placenta
previa is a condition whereby the placenta covers the cervix and a prolapsed umbilical cord occurs when
the umbilical cord precedes the infant’s head during delivery.
2
For 2019, this statistic was 25.6%. https://health.gov/healthypeople/objectives-and-data/
browse-objectives/pregnancy-and-childbirth/reduce-cesarean-births-among-low-risk-women-no-prior-births3
See https://www.chcf.org/project/reducing-unnecessary-c-sections/.
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1. What are the time trends in C-section use over a long span of time? How do these
trends differ across low- and high-C-section risk mothers? Across low- and highC-section rate places? C-section rates over the nearly 3 past decades have been flat
(1991-1999), then increased (2000-2009), and since then been flat. There is some indication of reductions in recent years among low-risk first births, a key target population of policymakers in those years. Variation in risk-adjusted c-section rates
across counties has been realtively steady across all the populations we examine.
2. Are geographic disparities in C-section persistent over time? Yes, a county C-section
rank for both low- and high-risk first births exhibits a rank-rank slope equivalent
to that observed for child and parent income by Chetty et al. (2014), indicating high
persistence over a nearly 30-year period.
3. Are geographic disparities in C-section similar for low- and high-C-section risk
mothers? Yes. Counties that rank 1 percentile higher in c-section rates among lowrisk births tend to rank upwards of 0.8 percentiles higher among high-risk births
both early and late in our period of study.
4. Are geographic disparities in C-section correlated with geographic disparities in
Medicare spending? Yes, higher C-section counties also have higher Medicare spending.
5. Is geographic variation in C-section use correlated with geographic variation in
maternal and infant morbidity? Yes, higher C-section counties have better outcomes.
6. How do the predictors of C-section correlate with the probability of C-section and
outcomes across geographies? Across a generated index of C-section appropriateness, high C-section counties have higher rates of C-section compared to lower Csection counties. Also, across all values of the appropriateness index, high C-section
counties have better outcomes.
2

Geographic disparities in health care access and health outcomes are the focus of a
voluminous and active literature.4 However, the bulk of this work focuses on the Medicare population. The nature of Medicare is advantagous for examining geographic differences —its coverage across the entire United States and the availability of easy-tomeasure, relevant, and objective health measures (e.g., mortality). Place-based differences are dramatic for infant & maternal health too, albeit less studied.5 The study of
infant health shares some of the benefits of studying Medicare —full coverage of all geographies in the United States, lack of selection based on health care access or health
insurance, and a focus on an at-risk population. While geographic disparities in the
domain of childbirth are important on their own, these gaps also hold significance for
later life outcomes due to the long-run effects of early life influences (Almond and Currie, 2011) and the sizable impact of improvements in infant health on overall mortality
(Cutler et al., 2006).

2

Geographic Variation in Health Care & the Appropriateness of C-Section

Our work is connected and informed by three related but distinct sets of studies. Baicker
et al. (2006), using 1995-1998 natality data, study geographic variation in C-section use
to understand whether higher C-section use is medically appropriate. Currie and MacLeod
(2017) probe further to discern C-section appropriateness via the development of a twodimensional model of physician decisionmaking with both surgical and diagnostic skill.
Lastly, outside of the domain of childbirth, Chandra and Staiger (2007) use a Roy model
with productivity spillovers to explain a number of patterns underlying geographic variation in heart attack treatment rates. We discuss these studies in detail below to provide
4

Cites include but are not limited to Wennberg and Gittelsohn (1973); Baicker et al. (2006); Chandra
and Staiger (2007); Skinner (2011); Finkelstein et al. (2016); Molitor (2018); Deryugina and Molitor (2020,
2021).
5
An exception includes Baicker et al. (2006).
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a collection of frameworks and mechanisms that will help guide the interpretation of
our set of facts.
Baicker et al. (2006) examine the use of C-section among normal and low birthweight
infants in the 198 most populous counties in United States. The data they utilize is the
same as our data but covers a shorter time period and fewer counties (2,338 counties in
our sample). They find that that the strongest correlates with the geographic patterns
are health system characteristics such as provider density, the capacity of the medical
system, and medical malpractice liability as opposed to patient characteristics. They
conclude that higher C-section usage areas perform C-sections on less appropriate patients and do not see better outcomes. Their results are consistent with a model of
physician decisionmaking whereby physicians order patients by C-section appropriateness and perform C-sections until reaching some threshold defined by outside influences (i.e., non-focal-patient characteristics) such as the availability of health care
services and malpractice policies.
Relative to Baicker et al. (2006) study, our longer time frame of 28 years as opposed
to 4 years enables us to shed light on the evolution of geographic variations in cesarean
delivery rates. Additionally, we relate geographic variation in one domain (childbirth)
to another (Medicare), to further our understanding of the content of so-called “place
effects.”
The work of Currie and MacLeod (2017) leads to further insights about C-section appropriateness. They use detailed birth certificate data from New Jersey between 1997
and 2006 to model physician treatment decisions as both a function of surgical and diagnostic skill. Diagnostic skill measures the degree to which the physician makes the
correct decision for delivery whereas surgical skill reflects how well the physician carries out that decision. A physician with high diagnostic skill responds to the underlying
characteristics of the patient. In the extreme, where the appropriateness for C-section
is measured without error, a diagnostically-skilled physician has a threshold whereby if
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the appropriateness exceeds the threshold, a C-section is performed with certainty and
below the threshold it is not. Currie and MacLeod (2017) conclude that a rise in diagnostic skill leads to a decline in C-sections among low-risk mothers but a rise within the
population of high-risk mothers along with better outcomes.
Moving outside of the healthcare of childbirth, Chandra and Staiger (2007) provide
an alternative explanation to the frequent “flat of the curve” observation (i.e., counties
who deliver more intensive medical care also have worse health outcomes) in the geographic disparties in healthcare literature. They adopt a Roy model whereby there are
two treatment options —invasive and non-invasive —and the physician maximizes utility for each patient, which is a function of cost and survival. Survival from a particular
procedure is a function of the fraction of individuals who undergo that procedure. This
particular modeling assumption leads to productivity spillovers. Such spillovers could
occur because of physician learning, a phenomenon backed by several studies including Coleman et al. (1957).
Chandra and Staiger (2020) expand on their earlier paper by studying who is treated
intensively for heart attack within hospitals. They consider two possible dimensions
contributing to geographic variation: allocative inefficiency and comparative advantage. Allocative inefficiency incorporates the notion that geographic variation arises
from some areas perform too much intensive care whereas other areas perform too little. On the other hand, comparative advantage could lead to geographic variation if
some areas are better at performing more intensive care. They identify allocative inefficiency comparing the benefits of a treatment across patients with the same propensity
for treatment. Differences in the benefits is evidence of allocative inefficiency. Their
main conclusion is that much of hospitals’ treatment overuse is due to incorrect beliefs
about the benefits of treatment. Related work in this vein includes Chan et al. (2022),
Abaluck et al. (2016) and Mullainathan and Obermeyer (2022), all of which provide evidence of inefficiencies in the allocation of medical care underlying standard patterns of
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variation in treatment and testing rates across places and providers.

3

Data

3.1

Detailed Natality Files

Our primary data source is the Detailed Natality Files for the United States for the period of 1991 to 2018. These data cover the universe of births in the United States. They
are derived from birth certificates and contain information on demographic characteristics of the parents, infant conditions (e.g., birthweight, gestational length), along with
procedure use (e.g., C-section, induction, ventilator, neonatal intensive care unit usage). We use the restricted version of these data with county of occurrence and county
of residence information. This is the most granular geographic information available
on the national data. We tabulate our county-level statistics by county of residence for
consistency with the Dartmouth Atlas Medicare data.
We make several sample restrictions. First, since our focus is on C-section use and
there is considerable path dependency in C-section use (i.e., many hospitals require that
mothers deliver via C-section for higher order births if they had a C-section for an earlier
birth), we narrow our sample to first-birth mothers for our main analyses. Second, very
small counties experience very few births each year, and thus, their rates of C-section
are quite variable from year to year —largely due to noise. We exclude counties that ever
have fewer than 100 births in a year.
As our analysis uses data over time, it is important to characterize the significant
changes in practice recommendations regarding C-sections occurring during this period. Starting in 1998, the American College of Obstetricians and Gynecologists’ (ACOG)
bulletin yielded caution to administering a vaginal birth after a previous C-section. Beginning in 2001, ACOG’s bulletin recommended C-sections for a breech birth (Oster,
2018).
6

In some of our analyses, we divide the sample by high- and low-risk of having a Csection. We define a birth as high-risk if it exhibits any of the following characteristics:
pre-term (<37 weeks gestation), non-singleton, maternal age under 18 or over 35, ≥19
pre-natal visits, pregnancy-associated hypertension, eclampsia, breech. We define a
birth as low-risk if it exhibits none of these high-risk characteristics, following (Card et
al., Forthcoming).
In addition to the raw C-section rate in a given county and year, we also use riskadjusted rates. We obtain the risk-adjusted C-section rates by regressing whether a birth
is delivered via C-section on county fixed effects and a comprehensive set of individuallevel characteristics.6 Thus, the coefficient for a given county estimates the portion of
the C-section rate in that year that is unrelated to composition of individual-level characteristics.

3.2

Dartmouth Atlas Medicare Data

One of our key questions is the extent to which geographic variation in C-section usage
is related to geographic variation in health care usage in other domains. We chose to
compare our geographic patterns to Medicare spending because Medicare covers the
entire United States and the markets of the two domains —obstetrics and Medicare are
largely distinct —covering different patients and involving different sets of doctors.7
Our Medicare spending data come from the Dartmouth Atlas at the county-year
level. These data are based on Centers for Medicare and Medicaid Services claims databases
covering the full sample of Medicare beneficiaries for 2010-2017 and extrapolated from
a 20% sample for 2003-2009. Expenditures are aggregated to county of residence and
6

Specifically, we use maternal age (5-year bins), detailed race, Hispanic origin, education, and country
of birth; birth month, day of week, parity, and sex of child; whether father’s information is present; and
whether any of the high-risk of C-section characteristics are present. When comparing C-section rates to
Medicare spending, we use only maternal age (5-year bins) and race (Black vs. non-Black) to ensure that
the risk-adjustment methodologies are similar across the two measures.
7
Many obstetricians also provide gynecological services but those services are a small part of overall
Medicare services.
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adjusted for age, sex, race, and price. We use expenditures in hospitals and skilled nursing facilities, the setting closest to that for births, per enrollee and inflation-adjusted to
2020$.8

3.3

Population Data

We also use US county population estimates from the National Institutes of Health (NIH)
Surveillance, Epidemiology, and End Results Program (SEER). Our regressions correlating C-section rates and Medicare spending are population-weighted.

3.4

Descriptive Statistics

Table 1 presents summary statistics for two samples: our sample of natality-data counties (top of table) and our sample of Medicare-spending counties. Our sample of natalitydata counties, once we drop counties experiencing few births, covers a balanced panel
of 2,338 counties. This sample covers 78% of all counties in the United States and 99%
of births. Counties vary widely in their population size and number of births, and thus
in our analysis we weight counties by size as appropriate. The 75th percentile of the
number of births is over 4.6 times the number of births for the 25th percentile. The
share of births that are first births (the primary focus of our analysis sample) is 39% with
roughly one-third of these births categorized as high-risk and nearly all of the rest as
low-risk.9 Overall, the difference in C-section rates between the 25th percentile and the
75th percentile in C-section rates is 10 percentage points (a 44% difference). Risk adjustment impacts this variation very little. In percentage-point terms, the variation is
larger amongst high-risk first births and nearly identical for low-risk first births relative
to the overall variation.
8

Data
come
from
https://dataverse.dartmouth.edu/dataset.xhtml?persistentId=doi:
10.21989/D9/VJE2ZM.
9
A small portion of first births have no observed high-risk characteristics but missing data, and thus
are not classified as either high- or low-risk.
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The number of Medicare enrollees across the sample is over six times the number
of births. The interquartile range of Medicare spending, as measured in standard deviation units is slightly narrower than that for C-sections; 1.28 of a standard deviation
compared 1.33 of standard deviation for overall C-section rates (risk adjusted for race
and age only).

4

Results

4.1

Time Trends in C-Section Usage & Geographic Variation

Figure 1 documents the trend in county-level C-section rates over time, including the
mean, median, and the interquartile range. Overall C-section rates in the early 1990s
hovered at 22%, rose rapidly between 2000 and 2010 and then flattened to their current
level of 32%. The variation in C-section rates across counties has not changed appreciably over time.
Looking at high-risk and low-risk first births separately in Figure 2, the time trends
across the groups share the same common shape (i.e., flat during the 1990s, a significant rise during the 2000s and a leveling during the 2010s) with a few nuances. First,
C-section rates among the low-risk group are roughly one-half that of the high-risk
group. Second, C-section rates for low-risk mothers have been declining during the past
decade whereas for high-risk mothers, they continue to climb albeit a slower rate than
that experienced during the 2000s. Lastly, as with all births combined, cross-county
variation for both high- and low-risk first births has remained relatively stable in magnitude.

4.2

Place Effects in C-Section Usage

Digging into the cross-sectional variation in these C-section rates, there is significant
geographic differences in C-section for low-risk first births as seen in Figure 3. In the
9

1991-1993 period, the South exhibited the highest rates of C-section while the lowest
rates were in the Mountain Census region. At the end of the analysis period, the variation looks quite similar —indicative of persistence in these rates over time.
Looking at Figure 4, geographic patterns for high-risk first births for 1991-1993 deviate from those for low-risk first-births in that high rates of C-section are scattered
throughout counties from North to South east of the Mississippi rather than exclusively
in the South. The change in the shading of the map is quite dramatic moving from
the 1991-1993 period to the 2016-2018 period with rates of C-section among high-risk
mothers rising significantly.
A question arising from Figures 3 & 4 is the degree to which the geographic patterns are stable over time. Unlike many studies of geographic area variation, our data
span a long enough time to test for persistence. C-section rates across both risk types
rise over time, so a natural test of persistence of the place-based variation is a test of
whether a county’s rank within the C-section county distribution is constant. We display the graphical evidence of persistence in Figure 5, a binscatter plot of risk-adjusted
C-section ranks across time periods. We compare the county’s C-section rank over a
three-year period at the beginning of the sample period (1991-1993) to that at the end
of the sample period (2016-2018).10 Averaging across three periods and weighting by
the number of births in each county mitigates some of the concern about small countylevel samples dampening the across-time correlation. For both low-risk and high-risk
first births, persistence is present. The slope of the relationship is slightly stronger for
low-risk first births but qualitatively the slopes are similar across the risk types. This
slope is consistent with that found for intergenerational persistence in income ranks in
the United States. In Chetty et al. (2014), the rank-rank slope is 0.341 for the relationship
between mean of parental family income (between ages 15 and 20) and mean of child
family income (at age 30).
10

We first calculate the average C-section rate in a county over the three-year period, and subsequently
rank each county by this measure.
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Another dimension of interest with these place effects is whether the place effects
are correlated across the two risk types. Are places that perform more C-sections for
high-risk mothers where a C-section may be more appropriate also conducting more Csections for low-risk mothers? For the later and earlier time periods of Figure 5, Figure 6
displays a binned scatterplot of the relationship between C-section ranks for high-risk
first births and that for low-risk first births. The C-section ranks are highly correlated
across the two risk types; the slope is 0.85 for 1991-1993 period and slightly smaller at
0.82 for the 2016-2018 period. High C-section counties for high-risk women are also
high C-section counties for low-risk women and vice versa.
If diagnostic skills were the prevailing determinant of treatment choices (Currie and
MacLeod, 2017), then places with better diagnosticians would arguably have high rates
of intervention for the high-risk, and lower rates for the low-risk populations. While
our patterns do not at all rule out diagnostic skill as an important factor, they suggest
that it is not the driving force behind geographic variations in c-section rates among
the low-risk population (or the high risk population). Rather, our evidence suggests a
common force that leads to higher intervention rates across the distribution of patient
types, such as provider preferences or what is commonly referred to as surgical skills.
The extent to which these common forces are even more general and apply to types of
care beyond C-section is also of interest. To explore this further, we now turn to looking
at how geographic variation in health care usage is correlated across different health
care domains.

4.3

Place Effects Across Domain Type: C-Section Rates vs Medicare
Spending

A bulk of the place effects evidence in health care comes from the Medicare population.
We next test whether high-spending Medicare counties are also counties with high Csection rates. Such a correlation might exist if some of the drivers of place-based effects
11

for Medicare, particularly those which are not domain specific, overlap with those for
C-sections. For example, doctors of similar training may live in the same areas and their
common training may influence their medical intervention intensity (e.g. Phelps and
Mooney, 1993; Schnell and Currie, 2018). Or, the management of hospitals in an area
may be a contributing factor (e.g. Bloom et al., 2015).
In Table 2, we regress a county’s C-section rate on its Medicare (age, sex, race, and
price-adjusted) spending on hospitals and skilled nursing facilities, measured as inflationadjusted $1,000 per enrollee. The first three columns of Table 2 combine both the crosssectional and time-series variation (i.e., include no time effects or geographic effects) for
three different samples —overall C-section rates, high-risk first births C-section rates,
and low-risk first births C-section rates. The top panel where we correlate the contemporaneous measures of Medicare spending and C-section rates shows a strong and
highly statistically significant relationship between the measures. Looking across the
different samples, the relationship is strongest for low-risk first births, a policy target for
reducing unnecessary C-sections.
Counties with elevated Medicare spending may be high health care demand counties —leading to a positive correlation between Medicare spending and C-section rates.
In columns 4 through 6 of Table 2, we investigate whether within-county changes in
one domain (Medicare) are correlated with within-county changes in the other domain
(obstetrics). We do this via the inclusion of county fixed effects which control for timeinvariant county preferences and controls for year fixed effects. The coefficient estimates are severely attenuated (i.e., an order of magnitude smaller) but still statistically
significant and positive.
To consider the possibility that the parametrization of this relationship is incorrect,
we allow for a delayed response of C-section rates to Medicare spending in the bottom
part of Table 2. Specifically, we regress C-section rates in year t on Medicare spending in
year t − 1. In most cases, the coefficient estimates are nearly identical.

12

4.4

Are Higher Rates of C-Section Correlated With Infant and Maternal Morbidity?

Thus far, without data on outcomes, it is difficult to assess the welfare effects of the
variation in C-section rates. To this aim, we explore how county C-section rates vary
with infant and maternal morbidity. Note in future drafts, we plan on adding infant
mortality as an outcome by adding the linked infant birth and death data. Abstracting
from issues of confounding, if the counties with high C-section rates are overusing Csections, we might expect to see that high C-section counties experience worse health
outcomes. Panel A of Table 7 plots the rank of the risk-adjusted C-section rate for highrisk first births versus the rank of risk-adjusted maternal morbility for the same mothers
for the combined 1991-1993 period. Maternal morbidity is defined by the presence of
any of the following conditions: febrile, excessive bleeding, seizure (1991-2006), transfusion, perineal laceration, ruptured uterus, unplanned hysterectomy, or admission to
ICU (2009-2018). There is a clear downward sloping relationship. Counties performing more C-sections have lower rates of maternal morbidity. This pattern persists to
Panel B of Table 7 which is the same graph as that for Panel A but covers a later time period (2016-2018). The relationship between C-section rates and maternal morbidity is
less strong for 2016-2018. Switching to the outcome of infant morbidity (defined as the
presence of any of the following conditions: meconium, injury, seizure, or ventilation)
in Panel C of Table 7 for 1991-1993, the general pattern is similar but the correlation is
less strong for this outcome. By the 2016-2018, the relationship has become more flat
with a slope half the size of that for the 1991-1993 time period. These findings contrast with those of Baicker et al. (2006), who conclude that higher C-section areas do not
have better outcomes. However, as their analysis was limited to 198 counties in 4 year
window, their estimates are noisy.
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4.5

Appropriateness of C-Section & Its Use Across Geographies

Chandra and Staiger (2020) propose testing for allocative inefficiency by examining whether
the probability of treatment varies across geographic space for patients of similar predicted probabilities of treatment. In essence, we want to know how a particular mother’s
probability of a C-section varies across counties when the mother moves from a high
C-section county to low C-section county or vice versa. Of course, it is impossible to
observe a mother delivering in two places at once, so the feasible comparison is to take
women with similar observable characteristics (aside from where they live) that influence their C-section probability and compare how their probability of C-section varies
across areas grouped by their C-section rate.
We perform these contrasts across the support of individual-level C-section probabilities. To do this, we first obtain risk-adjusted C-section rates for year t by regressing
whether a birth is delivered via C-section on county fixed effects and a comprehensive
set of individual-level characteristics for year t. We provide details on these characteristics in Section 3.1. From that regression, the risk-adjusted county C-section rate
is the estimated county fixed effect. The individual predicted probability of C-section
(“appropriateness”) is, for each individual birth, the prediction using all of the individual covariates but excluding the county fixed effects. This measure of appropriateness
removes the contribution of the county and only considers individual-level circumstances, and thus, individuals with the same individual-level covariates will have the
same appropriateness even if they live in counties that differ in their underlying rate of
C-sections.
This model of appropriateness and its usefulness for categorizing mothers based on
their C-section probability rests on several assumptions worth discussing. First, our
prediction model assumes the individual-level covariates are additively-separable risk
factors for a C-section apart from geography. Second, while the natality data cover many
of the inherent risks of delivering vaginally, the set may be incomplete, especially if
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physicians have access to additional patient information that influences their decision
making. Third, this model assumes that physician beliefs accord with this model of appropriateness; physicians indeed believe that those who are categorized by the econometrician as highly appropriate for C-section are consistent with the physicians’ beliefs
about appropriateness. The fact that our the rank of our C-section risk score is monotonically related to the probability of C-section as we show below placates some of the
concern that these assumptions are too strong.
Figure 9 plots the measure of individual-level appropriateness measured in percentiles
against the probability of C-section for three geographic groupings (low risk-adjusted
rate C-section counties, medium rate risk-adjusted C-section counties, and high rate
risk-adjusted C-section counties).11 As stated earlier, the raw C-section rate increases
with the individual predicted C-section rate —indicating that rates of C-section are responsive to our underlying measure of appropriateness. This is true for low C-section,
medium C-section, and high C-section areas and across both time periods (1991-1993
in the top panel and 2016-2018 in the bottom panel). Moreover, the consistency of the
shape of the curve across the 3 groupings indicates that these 3 types of counties respond similarly to the underlying patient-level characteristics in their determination of
whether to perform a C-section.
Another notable feature of this figure is that the curves do not overlap —meaning
that higher C-section areas perform more C-sections across the entire support of predicted C-section risk probabilities. Assuming that in general that C-section rates for
high-risk mothers are more appropriate and C-section rates for low-risk mothers are
less appropriate, as in Currie and MacLeod (2017): If high C-section counties are better
diagnosticians, the curves should cross. That is, the C-section rates in high C-section
areas should exceed those in low C-section areas for higher levels of appropriateness
but then fall below the curves for low and medium C-section areas for smaller values of
births’ risk scores. Instead the geographic variation is more consistent with what Currie
11

The risk-adjusted C-section rate is measured for first births.
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and MacLeod (2017) characterize as “surgical skill.” Physicians in areas with elevated
C-section rates may have a comparative advantage in the C-section surgical procedure
leading them to perform it more frequently across the C-section risk distribution.
At the high percentiles of C-section appropriateness, the slope of the relationship
is steep. At these high levels of appropriateness, there is less physician discretion on
whether to perform a C-section or not. For example, for first-birth mothers whose
baby is in a breech position, the probability of a C-section is 0.89. In our data, breech
births are concentrated among 96th and above percentiles for the 1991-1993 period and
among the 95th percentile for the 2016-2018 period. These percentiles are consistent
with when the curves steepen. For the highest risk births (98th percentile and above
for 1991-1993 births and 96th percentile and above for 2016-2018), there is very little
geographic variation in the C-section rates.
Looking across the time periods in the bottom and top of the figure, the curves have
nearly the same shape with two important distinctions. First, the levels of C-section are
higher for the later period. Second, the “turning” point where the curves become steep
and converge closer together occurs at a lower percentile for the later period. This may
be reflective that there are more ACOG guidelines for C-section use, including recommendations for C-section for breech births and for repeat C-sections.12
To see how these practice patterns translate into outcomes, Figure 10 plots unadjusted rates of maternal morbidity and infant morbidity as a function of percentiles
of the appropriateness index (i.e., the same x-axis as Figure 9). With the exception of
the highest percentiles of appropriateness, rates of morbidity are generally increasing
with respect to appropriateness. This means that patients for whom a C-section may
be more appropriate experience higher risks of morbidity. The slope of these relationships across all four plots in Figure 9 are quite distinct however. For maternal morbidity
relative to infant morbidity in the early period, maternal morbidity is highly responsive
12

Note we are examining first births only, so the repeat C-section guideline is not directly affecting
the patterns in Figure 9 but could have indirect effects if the repeat C-section recommendation affects
surgical skills and thereby leads to elevated rates of C-section overall.
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to appropriateness whereas for infant morbidity, the relationship is flat. For the 20162018 time period, the relative shape of maternal morbidity versus infant morbidity flips,
with infant morbidity exhibiting a steeper slope, especially for percentiles exceeding the
median. The curve for maternal morbidity is relatively flat.
Within each of the plots of Figure 10, the slopes of the curves are similar across the
low, medium, and high C-section groups but have different intercepts. For a given appropriateness, rates of morbidity are typically highest amongst the low C-section counties and lowest amongst the high C-section counties. For the 2016-2018, there is some
convergence between the three groups with the high and medium C-section rate group
looking more similar and often overlapping.
The top percentiles in Figure 10, where there may be less discretion in the physician’s choice for C-section delivery, resemble a fishhook pattern with a sharp decline
in morbidity followed by a steep rise for the highest percentiles. This fall in morbidity
occurs near the 98th percentile, falling by over one-third for 1991-1993 and 2016-2018
maternal morbidity and between one-quarter to one-third for 1991-1993 and 2016-2018
infant morbidity. This suggests that the standardization of the guidelines for C-sections
for high-risk mothers may be beneficial in terms of lower rates of morbidity. Rates of
morbidity rise rapidly amongst the very highest C-section risk mothers. While we do
not want to overinterpret these patterns in the upper tail of appropriateness, especially
since these curves do not include confidence intervals and this group may include an
unusual set of highly selected mothers, the conditions that lead highest risk mothers to
be high risk may lead to this rapid deterioration of morbidity.
Taking Figures 9 & 10 together, the higher rates of C-section in high C-section areas
do not appear to come at the cost of worse outcomes, a pattern that holds throughout
the appropriateness distribution. Of course, the outcomes we study are limited, and
thus we temper our conclusions on this front. Specifically, a C-section delivery may affect the probability of breastfeeding, future pregnancy issues such as those relating to
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the placenta, a mother’s long-term physical health, the infant’s ability to breath, etc.,
which are not covered here.

13

A naive view of our findings is that there is limited evi-

dence, in terms of minimizing morbidity risks, that there is overuse of C-sections among
first-birth mothers.14 However, because a county’s C-section rate is likely correlated
with other characteristics affect maternal and infant morbidity, these conclusions are
at best suggestive.

5

Discussion & Conclusion

In this paper, we use the longest available dataset on births covering the entirety of the
United States (1991-2018) to study geographic variation in the use of C-section, the most
common surgical procedure. We uncover several new facts:
1. The rate of the rise in C-sections has varied over time. The most significant increase in overall C-sections occurred in the 2000s and the C-section rate has leveled off since. However, low-risk and high-risk first births exhibit divergent patterns. In the last decade, the C-section rate of low-risk first births has declined
whereas the rate among high-risk first births is slowly increasing.
2. The highest C-section rates for both low-risk and high-risk first births are located
predominately in the eastern half of the United States.
3. C-section rates, in terms of county rankings, are persistent over time across both
low-risk and high-risk first births.
4. A county’s C-section rate for first births, particularly for low-risk first births, a
group for which policymakers argue that rates of C-section are too high, is correlated with the county’s Medicare spending.
13

Source: https://www.nhs.uk/conditions/caesarean-section/risks/.
Other studies, including Currie and MacLeod (2017); Johnson and Rehavi (2016), conclude that there
is overuse.
14
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5. Counties with the highest C-section rates for high-risk first births are also counties
with highest C-section rates for low-risk first births. That is, C-section rates are
correlated across risk type.
6. Higher C-section counties have better maternal and infant morbidity outcomes.
This is true across all propensities of a C-section, except for the highest.
The observation that high C-section counties exhibit higher rates of C-section, even
for low C-section risk deliveries is compatible with surgical skills, rather than diagnostic skills, driving the high C-section rates (Currie and MacLeod, 2017). Under a goal of
reducing C-sections for low risk mothers, our results imply potentially adverse consequences for high-risk mothers. These mothers might be expected to fare worse if the
target leads to spillover effects onto higher C-section risk groups.
Collectively these facts provide some insights on the key question in the geographic
variation literature: are these geographic differences attributable to allocative inefficiencies (Chandra and Staiger, 2020) with some counties performing too many C-sections
and others too few? Our answer to that question is not a straightforward yes or no. As
best we can measure, the outcomes of high C-section counties would worsen under
a national standardization of care with a policy target of X% C-sections where X% is
below the current rate in high C-section counties. On the other hand, setting a target
above low C-section areas’ current C-section rate could improve outcomes. But high Csection counties are different. They also exhibit higher Medicare spending —consistent
with physicians sorting by practice style.
While our paper focuses on county-level variation, it misses the important withinarea variation (Epstein and Nicholson, 2009). We abstract from the rich variation across
individual hospitals and doctors highlighted in other studies (Currie and MacLeod, 2017;
Epstein and Nicholson, 2009) —potentially leading to different conclusions. A natural
next step is to understand whether the documented observations of persistence in Csection usage over time and the elevation of C-section rates across all risk propensities
19

among higher C-section areas persists when the unit of observation is a hospital or a
physician.
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Table 1: Descriptive Statistics

mean
# Counties
2,338
# Years
28
# Observations (Counties x Years)
65,464
Population
123,033
Births
1,684
C-section rate
0.279
C-section rate (risk-adjusted)
0.289
C-section rate (risk-adjusted, age/race only)
0.291
Fraction of births that are 1st
0.389
Fraction of births that are high-risk 1st
0.129
C-section rate for high-risk 1st births
0.381
C-section rate for high-risk 1st births (risk-adjusted)
0.399
C-section rate for high-risk 1st births (age/race-adjusted)
0.405
Fraction of births that are low-risk 1st
0.252
C-section rate for low-risk 1st births
0.227
C-section rate for low-risk 1st births (risk-adjusted)
0.240
C-section rate for low-risk 1st births (age/race-adjusted)
0.241
Any maternal morbidity
0.017
Any infant morbidity
0.071
# Counties (Medicare)
2,328
# Years (Medicare)
15
# Observations (Medicare)
34,920
Medicare enrollees
10,895
Medicare spending ($1,000 per enrollee,
5.049
age/race/sex/price-adjusted)

sd

p25

p75

346,471
5,273
0.071
0.073
0.074
0.045
0.031
0.103
0.103
0.104
0.042
0.074
0.075
0.076
0.022
0.047

20,633
252
0.227
0.234
0.236
0.363
0.110
0.311
0.326
0.333
0.228
0.176
0.189
0.188
0.007
0.042

91,676
1,179
0.327
0.339
0.341
0.417
0.146
0.447
0.467
0.471
0.278
0.271
0.285
0.286
0.022
0.089

22,376
1.041

2,530
4.333

9,790
5.664

Notes: This table includes summary statistics for our sample of natality-data counties (top,
1991-2018) and Medicare spending data (bottom, 2003-2017). We use a balanced panel and
exclude counties that ever have fewer than 100 births. A small portion of first births have no
observed high-risk characteristics but missing data, and thus are not classified as either high- or
low- risk.
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Table 2: Correlation of C-Section Rates with Medicare Spending

(1)

(2)

(3)

(4)

(5)

(6)

0.0228***
(0.0024)

0.0163***
(0.0023)

0.0238***
(0.0024)

0.0025**
(0.0008)

0.0034**
(0.0013)

0.0027**
(0.0009)

34,920

34,920

34,919

34,920

34,920

34,919

0.0234***
(0.0024)

0.0171***
(0.0023)

0.0236***
(0.0024)

0.0023**
(0.0008)

0.0020
(0.0012)

0.0027**
(0.0010)

N

32,592

32,592

32,591

32,592

32,592

32,591

County FE
Year FE
C-section rate

No
No
Overall

Medicare spending

N

Medicare spending (t-1)

No
No
No
No
High-risk Low-risk
1st births 1st births

Yes
Yes
Overall

Yes
Yes
Yes
Yes
High-risk Low-risk
1st births 1st births

Notes: * p < 0.05, ** p < 0.01, *** p < 0.001 This table shows coefficients from regressions of Csection rates on Medicare spending. Observations are at the county-year level and weighted by
population. Standard errors are clustered at the county level. C-section rates are risk-adjusted
for age (5-year age bins) and race (Black vs. non-Black) only. Medicare spending is measured as
inflation-adjusted $1,000 per enrollee at hospitals and skilled nursing facilities, adjusted for age
(5-year age bins), race (Black vs. non-Black), sex, and price. The top row shows coefficients from
regressions of C-section rates in year t on Medicare spending in year t. The bottom row shows
coefficients from a regression on Medicare spending in year t − 1.
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Figure 1: Time Trends in County C-Section Rates

Notes: This figure shows the distribution of (raw) C-section rates over time. All statistics are
weighted across counties by the number of births. The mean is the overall C-section rate and
50% of births occur in counties with C-section rates in the interquartile range.
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Figure 2: Time Trends in County C-Section Rates by Risk Group
(a) Low-Risk First Births

(b) High-Risk First Births

Notes: This figure shows the distribution of (raw) C-section rates over time for low- and high-risk
first births. All statistics are weighted across counties by the number of relevant births.
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Figure 3: Time Trends in County C-Section Rates Across US for Low-Risk First Births
(a) 1991-1993

(b) 2016-2018

Notes: This figure shows the geographic distribution of (raw) C-section rates for low-risk first
births. Rates are the average within a county over the three-year period, weighted by the number
of low-risk births in each year.
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Figure 4: Time Trends in County C-Section Rates Across US for High-Risk First Births
(a) 1991-1993

(b) 2016-2018

Notes: This figure shows the geographic distribution of (raw) C-section rates for high-risk first
births. Rates are the average within a county over the three-year period, weighted by the number
of high-risk births in each year.
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Figure 5: Persistence in County Risk-Adjusted C-Section Rates Over Time
(a) Low-Risk First Births

(b) High-Risk First Births

Notes: This figure shows binscatter plots of risk-adjusted C-section ranks across time periods.
Risk-adjusted C-section rates are averaged over the three-year period, weighted by the number
of relevant births in each year. Then, counties are assigned a rank. Binscatter and linear fit are
weighted by the number of relevant births in the county over all six years.
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Figure 6: Correlation in County Risk-Adjusted C-Section Rates Across Risk Type
(a) 1991-1993

(b) 2016-2018

Notes: This figure shows binscatter plots of risk-adjusted C-section ranks across risk types. Riskadjusted C-section rates are averaged over the three-year period, weighted by the number of
relevant births in each year. Then, counties are assigned a rank. Binscatter and linear fit are
weighted by the number of first births in the county over the three years.
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Figure 7: Correlation of County Risk-Adjusted High-Risk C-Section Rates
and Maternal Morbidity and Infant Morbidity
Maternal Morbidity
(b) 2016-2018

(a) 1991-1993

Infant Morbidity
(d) 2016-2018

(c) 1991-1993

Notes: This figure shows binscatter plots of risk-adjusted C-section ranks for high-risk first births with
risk-adjusted maternal or infant morbidity. Maternal morbidity is the presence of any of the following:
febrile, excessive bleeding, seizure, transfusion, perineal laceration, ruptured uterus, unplanned hysterectomy, admission to ICU. Infant morbidity is the presence of any of the following: meconium, injury,
seizure, ventilation. Risk-adjusted C-section rates and morbidity measures are averaged over the threeyear period, weighted by the number of high-risk first births in each year. Then, counties are assigned
ranks. Binscatter and linear fit are weighted by the number of high-risk first births in the county over the
three years.
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Figure 8: Correlation of County Risk-Adjusted Low-Risk C-Section Rates
and Maternal Morbidity and Infant Morbidity
Maternal Morbidity
(b) 2016-2018

(a) 1991-1993

Infant Morbidity
(d) 2016-2018

(c) 1991-1993

Notes: This figure shows binscatter plots of risk-adjusted C-section ranks for low-risk first births with
risk-adjusted maternal or infant morbidity rates. Maternal morbidity is the presence of any of the following: febrile, excessive bleeding, seizure, transfusion, perineal laceration, ruptured uterus, unplanned
hysterectomy, admission to ICU. Infant morbidity is the presence of any of the following: meconium, injury, seizure, ventilation. C-section rates and morbidity measures are averaged over the three-year period,
weighted by the number of low-risk first births in each year. Then, counties are assigned ranks. Binscatter
and linear fit are weighted by the number of low-risk first births in the county over the three years.
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Figure 9: C-Section Rates by Predicted Probability of C-Section
and County C-Section Rate
(a) 1991-1993

(b) 2016-2018

Notes: This figure shows (raw) C-section rates for first births in each percentile of predicted
probability of C-section. This is shown separately for births that take place in counties with low,
medium, and high risk-adjusted C-section rates (terciles weighted by number of first births).
Predicted probability of C-section is derived from a regression with a rich set of individual characteristics and county fixed effects, but the prediction excludes the county fixed effects.
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Figure 10: Maternal and Infant Morbidity by Predicted Probability of C-Section
and County C-Section Rate
Maternal Morbidity
(a) 1991-1993

(b) 2016-2018

Infant Morbidity
(d) 2016-2018

(c) 1991-1993

Notes: This figure shows (raw) maternal and infant morbidity rates for first births in each percentile of
predicted probability of C-section. This is shown separately for births that take place in counties with
low, medium, and high risk-adjusted C-section rates (terciles weighted by number of first births). Predicted probability of C-section is derived from a regression with a rich set of individual characteristics
and county fixed effects, but the prediction excludes the county fixed effects. Maternal morbidity is the
presence of any of the following: febrile, excessive bleeding, seizure, transfusion, perineal laceration, ruptured uterus, unplanned hysterectomy, admission to ICU. Infant morbidity is the presence of any of the
following: meconium, injury, seizure, ventilation.
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